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What Is Natural Language Processing’%

Google Ideﬁne: natural language processing Search | w

Web

Related phrases: the natural language processing natural language processing application

Hey! That's NLP!!!

® Use of computers to interpret and manipulate words as part of a language.
www.cs.cornell.edufwya/DiglibiMS1999/glossary . html

e A range of computational technigues for analyzing and representing naturally occurring text (free text) at one or more levels of linguistic analysis
{eq, morphological, syntactic, semantic, pragmatic] for the purpose of achieving hurnan-like language processing for knowledge-intensive
applications. (See also Levels of knowledge in MLP.)
library.ahima.orgixpedio/groups/public/documentsiahimalpub_bokl 025042 htrl

® [phrase] MNatural language processing is a term in use since the 1980s to define a class of software systems which handle text intelligently.
portal.bibliotekivest nofterminology.htm

¢ the branch of information science that deals with natural language information
wordnet.princeton.edulperliwebwn

e MNatural language processing (MLP) is a subfield of artificial intelligence and linguistics. It studies the problems inherent in the processing and

manipulation of natural language. and, natural language understanding devoted to making computers "understand" statements written in human
languages.

en.wikipedia.orgfwikiiMatural language processing




a Question answering (QA)

Q: Where was Mozart born?
A: Salzburg

a Dialogue systems (HAL 9000)
Dave Bowman: Hello, HAL do you read me, HAL?
HAL: Af rmative, Dave, | read you.
Dave Bowman: Open the pod bay doors, HAL.
HAL: I'm sorry Dave, I'm afraid | can't do that.



NLP applications

a Machine Translation

Google Translate Get Translation Browser Buttons | Languade Tools

Translate Text

Original text: Automatically translated test:

= 2001: Odyssey in space 1s a well-known and influential
Science Fiction film from the year 1968, which 1s based on
the Kurzgeschichte The Sentinel (the guard) of Arthur C.
Clarke and ,Journey Beyond the of star should be called
original “. It is an British-US-American CO production and
developed under the direction of Stanley Kubrick in
England. This developed in co-operation with Clarke also
the film script. Somewhat, the novel clearly in more detail
________________________________ | to the film, deviating in details, was alone written by
ausfuhrlichere Roman Zum Fl-l_m wurde Vion C-l_ar'ke a-l_-LEln C-l..arl"{e ar'ld pUbLlShEd brlefly after dppearance U'F thE 'Fl-l..m
aeschrieben und kurz nach Erscheinen des Films unter dem under the same title.

German to English j Translate |




In the rest of this course section we'll try to answer:

do we need need knowledge for NLP?

YES

where do we get it from?
WIKIPEDIA




Do we need knowledge?

Cf. syllogisms (i.e. deductive arguments)

1. All Greeks are mortal.
2. Socrates is a Greek.
a Socrates is mortal.

BUT without any knowledge...
1. All saxophones are mortal.
2. All Athenians are saxophones.

a All saxophones are mortal.

This Is | syntax.




We need | semantics |, i.e. what words mean, e.g.

Greeks are men, and men are mortal.

a All Greeks are mortal is TRUE

Saxophones are musical instruments, and instruments are
non-living objects.

a All saxophones are mortal is FALSE

We need some way to know what is the meaning of words
(lexical semantics).

a One solution is to use encyclopedic knowledge.

NOTE: naive, but intuitively right



Do we need it in practice, in real-world NLP scenarios?

Question answering

Q: Where was Mozart born?
A:. Salzburg

Machine translation

How do you say Computational Linguistics in
Spanish?

Coreference resolution (more later in the course)
The lead-singer of American grunge rock band
Nirvana, | Kurt Cobain fhas\been found dead in his
Seattle home. | The 27-year-old rock star | had a
single gunshot wound to the head. A gun and



pages/Mozart.html
pages/Salzburg.html
pages/Computational_linguistics.html
pages/Musicologia.html
pages/Cobain.html
pages/Rock_Star.html

Cf. McCarthy (1959) - Programs with common sense

The intelligence [...] will not be embodied in the
Immediate deduction routine. This
Intelligence will be embodied in the procedures which

choose the lists of premises to which the immediate
deduction routine is to be applied.

Intelligence relates to premises — the premises can be modeled
by using encyclopedic knowledge

available at http://www-formal.stanford.edu/jmc/mcc59.html


http://www-formal.stanford.edu/jmc/mcc59.html

Encyclopedic knowledge & NLP %

examined the Israel Defense Forces'
hono\\guard, accompanied by

then placed a wreath on a monument
commemorating Israel's fallen soldiers.

source: Xinhua, July 15, 2007




Encyclopedic knowledge & NLP %

examined the Israel Defense Forces'
honor guard, accompanied by

Tﬁplaced a wreath on a monument
commemorating Israel's fallen soldiers.

source: Xinhua, July 15, 2007




Encyclopedic knowledge & NLP %

examined the Israel Defense Forces'
hono\\guard, accompanied by

Tlﬁplaced a wreath on a monument
commemorating Israel's fallen soldiers.

source: Xinhua, July 15, 2007

What about a widely used NLP resource like WordNet?




Encyclopedic knowledge & NLP

[TIWordNet Search - 3.0 - Iceweasel
File Edit Wiew History Bookmarks Tools Help

(3-] - - @ X m ‘w http://wordnet princeton.edu/perl/webwn?s=Shimon+Peres&sub=Searct | v | [C]+|Google

Word to search for: |Shimn:m Peres Search Wordiet |
Display Options: [ (Select option to change) :«| Change |

Your search did not return any results.




examined the Israel Defense Forces'
hono\\guard, accompanied by

‘l.’he/nyplaced a wreath on a monument
commemorating Israel's fallen soldiers.

source: Xinhua, July 15, 2007

What about a widely used NLP resource like WordNet?

Let's check Wikipedia on this topic!



Encyclopedic knowledge & NLP x

@ent of Isr@
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No(ta)ble attempts to make knowledge machine available:
lexical databases such as WordNet
knowledge bases such as Cyc
many project-speci ¢ domain knowledge bases
Problems:
Expensive and time-consuming to maintain
Limited/arbitrary coverage
On the contrary, Wikipedia is
freely developed by a very large user community
very large coverage (exponential growth)



Wikipedia

PROS
large coverage
continuously updated
open to editing by anyone

CONS
lack of authority, accountabllity, and peer review
bias in coverage and perspective (i.e. neutrality)
vandalism




Size of Wikipedia

1,800,000 articles as of beginning of June 2007

a Article count shows a quasi-exponential growth!

Source:

l-\l-i-v-\-llnn ll':ll:“f\A:’\ I\v”I\ll:II:I‘AI:II:“I\A:f\'hAAAI\II:HN ‘AI: II:“I‘\’J: ﬂﬂﬂﬂﬂﬂﬂﬂﬂ IF\



Current information in Wikipedia

current events are integral part of the encyclopedia

cf. rst news on the Virginia Tech massacre input a few
hours after the events




Current information in Wikipedia

current events are accordingly tagged and categorized




Bias in Wikipedia

biases and disputed povs do exist but, again, they can be
tagged and categorized




Vandalism in Wikipedia

alas, vandalism is also present...

... but gets continuously controlled !

see also J. Giles (2005) — Internet encyclopedias go head to
head




How good is Wikipedia?!

How do we evaluate the usefulness of Wikipedia?
a we follow an empirical approach

take Wikipedia as a knowledge source for NLP
applications

evaluate its impact on experimental results




Where are we?

The problem
a in search of encyclopedic knowledge for AI/NLP

The solution

a Wikipedia

Making it happen

a Include Wikipedia into NLP systems

Does it work?
a evaluate performance of systems
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Grand Challenge Problem for NLP:

a program that can nd the answer to
arbitrary questions from text resources

a the ability to answer questions about a text is the hallmark
of understanding.

QA | nd answer to guestion

Question: expressed in natural language
Answer: short phrase (< 50 byte)




Sample Questions

What party does George W. Bush belong to?

1. factoid _ _
What is the population of Japan?
5 list What countries export oil?
| Name works by Tolstoy.
o o
3 de nition Who is Miles Davis”

What is a quasar?




Multiple documents QA

Involves questions posed against a collection of
documents

answer may appear in the collection multiple times, or
not at all!

Single document QA
Involves questions associated with one particular
document

answer appears somewhere in the document and
probably once




Multiple documents QA

Multi-doc QA has roots in both

Information Retrieval (IR): nd documents relevant to query
(l.e. question)

and

Information Extraction (IE): extract required information
from relevant documents




Sample QA system




Text REtrieval Conference (TREC)

sponsors large-scale evaluation of text retrieval
methodologies

runs open-domain QA task since 1999; systems
retrieve small snippets of text that contain an answer for
open-domain, fact-based questions

Cross-Language Evaluation Forum (CLEF)

runs evaluation campaigns testing monolingual and
cross-language information retrieval systems operating
on European languages

Includes a track for non-English monolingual and
cross-language QA systems since 2003



Main task:
Monolingual: the language of the question and the
language of the news collection are the same.
Cross-lingual: the questions were formulated in a
language different from that of the news collection.

Pilot task: WIQA | Question Answering using Wikipedia

Two exercises (Jijkoun & de Rijke, 2006):

Answer Validation Exercise: systems aimed at
validating the correctness of the answers.

Real Time: ‘time-constrained' QA.




Given a Wikipedia page collect information about
the topic of the page that is not yet included in the
text but is relevant and important for the topic

Given a Wikipedia source page P in language L, nd
iInformation snippets

from Wikipedia pages 6 P

In one of the speci ed target languages, possibly 6 L
new w.r.t. the information contained in the source page
Important for the topic of the source page

Source: http:/filps.science.uva.nl/WiQA/Task/index.html



INPUT a Wikipedia page Alice Cooper
OUTPUT a Information snippets:

1969 in music 1969 in music: Alice Cooper's musical career begins.

AC/DC Relocating to London in the late '70s, they worked all over
the UK and Europe to establish themselves, ... supporting

the top hard-rock acts of the day including Alice Cooper.

1988 in music 1988 in music, February 24: Alice Cooper announces

that he is going to run for Governor of Arizona.

pages refer to PERSON, ORGANIZATION or LOCATION!
Source: http:/filps.science.uva.nl/WiQA/Task/index.html



WIQA: Manual Evaluation

For each topic, top-10 snippets were manually evaluated as:

supported , I.e., indeed from target Wikipedia page
relevant and important for the topic
novel wrt. to the content of the topic

not repeated wrt. earlier snippets




1. yield: the number of good snippets, averaged by topic

2. Mean Reciprocal Rank (MRR) : the reciprocal of the rank
at which the rst good snippet was returned

3. overall precision : the percentage of good snippets among
all submitted snippets.

lla snippet is good If
supported
Important

novel

not repeated



WIQA: Processing

Three main processing steps:

1. identify snippets relevant to the topic
2. estimate their importance
3. remove duplicate or near-duplicate snippets




Wikipedia is NOT at text

Some approaches exploited Wikipedia being semi-structured

pages are cross-linked

pages are categorized

Let's look at some examples!




Find relevant snippets from pages linked to the source

page (UvA), |AC/DC ***™  Alice Cooper

Find new snippets by removing pages linked from the

source page (UAlicante) |Alice Cooper I°*** AC/DC

Compute snippet importance wrt. other pages in the the
source page's category (UvVA)

importance

1969 in music: Alice Cooper's !
relevance HARD_ROCK

musical career begins




Take-home message 1

Wikipedia text is semi-structured

a we can take the structure to represent (implicit)
iInformation




(Gabrilovich & Markovich, 2007)

Core idea: build a semantic space from Wikipedia articles
take Wikipedia articles to represent concepts

represent meaning as a high-dimensional space of
concepts derived from Wikipedia (= articles)

Interpret a text by nding a weighted list of concepts it is
related to

INPUT: text of N OUTPUT: weighted list of
arbitrary length Wikipedia articles




Bag of words

Tiger 4
OS 10
aardvark 0
Innovative 2

surf 1
Europe 0
64-bit 1
document bag of words

a adocument is represented as a vector whose elements
are frequency-based weights of the words in the text




Bag of words

Document representation is a vector of term weights |, i.e.
word frequencies

word 2

document

word 1

word 3




Explicit Semantic Analysis (ESA)

a The trick now is to map texts to a vector space whose
dimensions are weighted Wikipedia articles

Wiki article 2

text

Wiki article 1

Wiki article 3




ESA howto 1

Step 1: create bag of words .
a map each Wikipedia article to a vector of term weights!




ESA howto 2

Step 2: create inverted index .
a map each word to a vector of weighted Wikipedia articles!




Sample inverted index entry

SID BARRET 3
ROCK AND ROLL 7

rockstar !

NOUVELLE CUISINE O
ELVIS PRESLEY 10

word weighted Wikipedia articles




ESA howto 3

Step 3: map text to Wikipedia articles' vector space

for each word In the input text, multiply the word's weight by
its inverted list entry

sum the intermediate results
return the weighted sum vector




ESA howto 3

Step 3: map text to Wikipedia articles' vector space
text isT = fwy;:::wsg
v; IS the weight of word w;
IK; 1 Is the inverted index entry  for w;

-~ . . . P
semantic interpretation is hgi, whereg = | .+ Vi K




Input : “equipment”

Input : “investor”

© 00 N O 0ol A WO DN PP |H

=
o

Tool

Digital Equipment Corporation
Military technology and equipment
Camping

Engineering vehicle

Weapon

Original equipment manufacturer
French Army

Electronic test equipment

Distance Measuring Equipment

Investment

Angel investor

Stock trader

Mutual fund

Margin ( nance)
Modern portfolio theory
Equity investment
Exchange-traded fund
Hedge fund

Ponzi scheme




# Input: “U.S. intelligence cannot say conclusively that Saddam Hussein has
weapons of mass destruction, an information gap that is complicating White
House efforts to build support for an attack on Saddam's Iraqi regime. The CIA
has advised top administration of cials to assume that Iraq ha s some weapons of
mass destruction. But the agency has not given President Bush a “smoking gun,”
according to U.S. intelligence and administration of cials

1 Iraq disarmament crisis

2 Yellowcake forgery

3 Senate Report of Pre-war Intelligence on Iraq

4 Iraq and weapons of mass destruction

) Iraq Survey Group

6 September Dossier

7 Iraq War

8 Scott Ritter

9 Iraq War- Rationale

10 | Operation Desert Fox




Input : “The development of T-cell leukaemia following the otherwise successful
treatment of three patients with X-linked severe combined immune de ciency (X-
SCID) in gene-therapy trials using haematopoietic stem cells has led to a re-
evaluation of this approach. Using a mouse model for gene therapy of X-SCID,
we nd that the corrective therapeutic gene IL2RG itself can act as a contributor
to the genesis of T-cell ymphomas, with one-third of animals being affected.”

© 00 N O o b W N P

B
o

Leukemia

Severe combined immunode ciency

Cancer

Non-Hodgkin lymphoma

AIDS

ICD-10 Chapter Il: Neoplasms; Chapter Ill: Diseases of the blood
Bone marrow transplant

Immunosuppressive drug

Acute lymphoblastic leukemia

Multiple sclerosis




ESA implicit disambiguation

Ambiguous word: “Bank”

INPUT

“Bank of America”

“Bank of Amazon”

~N OO o B~ WDN P

10

Bank

Bank of America

Bank of America Plaza (Atlanta)
Bank of America Plaza (Dallas)
MBNA

VISA (credit card)

Bank of America Tower,

New York City

NASDAQ

MasterCard

Bank of America Corporate Center

Amazon River
Amazon Basin
Amazon Rainforest
Amazon.com
Rainforest

Atlantic Ocean
Brazil

Loreto Region
River

Economy of Brazil




ESA implicit disambiguation

Ambiguous word: “Jaguar”

INPUT

“Jaguar car models”

“Jaguar (Panthera onca)”

~N OO o B~ WDN B

10

Jaguar (car)

Jaguar S-Type
Jaguar X-type
Jaguar E-Type
Jaguar XJ

Daimler

British Leyland Motor
Corporation

Luxury vehicles

V8 engine

Jaguar Racing

Jaguar

Felidae

Black panther
Leopard

Puma

Tiger

Panthera hybrid

Cave lion
American lion

Kinkajou




ESA evaluation

Evaluation is done by computing the semantic
relatedness of texts

semantic relatedness of a pair of text fragments is
computed by comparing their vectors using the cosine

metric

text 2

Wiki article 2

text 1

Wiki article 1




ESA overview

Building Semantic Interpreter words

Building weighted :> word —O—O0—0—O0

inverted index - ~ /

Weighted list
of concepts
(= Wikipedia
word, articles)

Weighted
inverted index

Using Semantic Interpreter

Vector
. comparison
Texty » Semantic N
Interpreter Rel_ated_nes >
estimation
Textb >
"
Weighted
vector of

\Wilkinadia



Take-home message 2

Wikipedia articles can be taken as concepts
a we can use Wikipedia as a semantic space




words can have several meanings or senses

e.g. the word bank
1. The rising ground bordering a lake, river or sea : ::

2. An establishment for the custody, loan exchange, or
Issue of money, for the extension of credit, and for
facilitating the transmission or funds

Task: to determine which of the senses of an ambiguous
word Is invoked in a particular use of the word. This is done
by looking at the context of the word's use.




the same name can refer to several people

e.g. the name John Williams

1. John Williams and the Boston Pops conducted a
summer Star Wars concert at Tanglewood
(!  John Williams composer)

2. John Williams lost a Taipei death match against his
brother, Axl Rotten (!  John Williams wrestler)
a Task: to determine which of the entities an ambiguous

name Is referring to. Again, we look at the context of the
name's use.




For both tasks Wikipedia provides a rich data resource!

1. R. Bunescu and M. Pasca (2006) — Using Encyclopedic
Knowledge for Named Entity Disambiguation, Proc. of
EACL-06

http://www.cs.utexas.edu/~razvan/papers/eacl2006.pd f

2. R. Mihalcea (2007) — Using Wikipedia for Automatic Word
Sense Disambiguation, Proc. of NAACL HLT 2007

http://acl.ldc.upenn.edu/N/NO7/NO7-1025.pdf

3. S. Cucerzan (2007) — Large-Scale Named Entity
Disambiguaton Based on Wikipedia Data, Proc. of
EMNLP-CoNLL 2007

http://acl.ldc.upenn.edu/D/D07/D07-??7?7?.pdf



Wikipedia provides data annotated with both sense and
entity reference information  via piped links

simple link

The musical style performed by Fela Kuti is

called [[Afrobeat]] , which is essentially a fusion of [[jazz]] ,

piped link

[funk]] and Tradltlonal African Chant.

Bush won the presidency in 2000 as the

[Republican Party (United States)|Republican]]

candidate in a [[United States presidential election,
2000|close and controversial contest]]

PIPED LINK: [[target article|displayed text]]




In 1834, Sumner was admitted to the [[bar (law)|bar]] at
the age of twenty-three, and entered private practice Iin

Boston.
a professional body of lawyers

It is danced In 3/4 time (like most waltzes), with the couple
turning approx. 180 degrees every [[bar (music)|bar]] .

a segment of time in music

Jenga is a popular beer in the [[bar (establishment)|bar]] s
of Thailand.

a retail establishment serving alcoholics



[[John Williams_(composer)|John Williams]] and the
Boston Pops conducted a summer Star Wars concert at

Tanglewood.
a the composer

[[John Williams_ (wrestler)|John Williams]] lost a Talpel
death match against his brother, Axl Rotten.

a the wrestler

These annotations can be used as labeled data
to develop sense/entity disambiguation systems




Large amount of users a noisy data?

evaluate the quality of the sense annotations by analyzing
the performance of a system using those data (Mihalcea,
2007)

1. start with a baseline system (e.g. pick up rst, most
common sense)

2. train a supervised machine learning based word sense
disambiguation system using the data from Wikipedia

3. register performance variation wrt. baseline

a Results show relative error rate reduction of 30-44% as
compared to simpler baselines.



Wikipedia does not include text only! It has also categories :

Bunescu and Pasca (2006) start with a baseline system
which returns the entity whose page text has the highest
correlation with the context of the query (as given by the
cosine similarity metric)

signi cant improvements are given by including in the
model the correlation between the words in the context
of the query and the Wikipedia categories of the page



What about Wikipedia categories?

a Results indicate that the Wikipedia categories provide a
encyclopedic taxonomical back-end' to be exploited

People

People

Y
[ People by occupationj

Musicians

posers

[ Film score composers

< John Williams (composer}

I)
This past weekendJohn Williams

\

People known in connection
with sports and hobbies

Y
Werestlers

y

[ Professional wrestlersj

John Williams (wrestler)

\i

[ People by occupation]

/\

[ Musicians J

\

i

[ Composers }

\

i

high correlations \'\

[ Film score composers}\_

John Williams (composerj}

?

John Williams conducted”

conducted a summer Star Wars concert at Tanglewo a summer Star Wancert[...]

| People known in connectionlh
with sports and hobbies

\i

[ Wrestlers }

high corrél@tions

\i

[ Professional wrestlers]

\
\

John Williams (wrestlei?)

? ¢
John Williams lost ~
a Taipei deatmmatcH...]



Take-home message 3

Wikipedia hyperlinks can be used as sense/entity
annotated data

a we can use Wikipedia as a data resource for complex
NLP tasks
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